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Abstract. Supervised deep learning methods such as fully convolutional
neural networks have been very effective at medical image segmentation tasks. These approaches are limited, however, by the need for large
amounts of labeled training data. The time and labor required for creating human-labeled ground truth segmentations for training examples
is often prohibitive. This paper presents a method for the generation of
synthetic examples using cyclic generative adversarial neural networks.
The paper further shows that a fully convolutional network trained on
a dataset of several synthetic examples and a single manually-crafted
ground truth segmentation can approach the accuracy of an equivalent
network trained on twenty manually segmented examples.
Keywords: deep learning, cyclic generative adversarial network, vessel
segmentation
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1.1

Introduction
Supervised Learning

The state-of-the-art in semantic segmentation has evolved rapidly over the past
decade, progressing from random forests [6] to patch-based approaches using
“plain” convolutional neural networks [1] to fully convolutional neural networks [5],
but one thing has remained constant: the use of supervised learning. Supervised
learning is defined by its requirement of a labeled training dataset [4]. In the
context of medical image segmentation, this means that each image in the training dataset must be paired with a human-crafted ground truth segmentation, as
illustrated in Figure 1.
While supervised learning methods have proven to been highly effective for
segmentation [5], the time and labor involved in manually preparing a sufficient
number of ground truth segmentations for training can be a major obstacle to

Fig. 1. The traditional workflow for training a fully convolutional neural network
(FCNN) for image segmentation. (a) The training data consists of labeled image pairs:
each image is paired with its manually crafted ground truth segmentation. (b) The
image pairs are directly used to the train the FCNN.

translating existing supervised segmentation methods to new applications. This
is a particularly profound issue in medical image analysis, as physicians are often
the only ones with the expertise to produce accurate ground truth segmentations,
and their time and availability is a scarce resource.
As a result of the high cost of preparing labels for medical images, it is
common for only a small fraction of the training examples in a medical image dataset to be labeled with corresponding ground truth segmentations. The
STARE database [3], for example, consists of roughly 400 retinal images of which
only 40 are labeled. In such partially-labeled datasets, supervised training algorithms are only able to make use of the small number of images with corresponding ground truth segmentations. The remaining unlabeled images are left
unused, as is the potentially valuable information contained within them.
Many have noted the often untapped source of information of unlabeled
training images and have proposed methods of leveraging that information.
Chief among these are weakly supervised learning and semi-supervised learning.
Weakly supervised learning appears in two forms: incomplete and inexact [10].
Only incomplete weakly supervised learning makes use of unlabeled examples.
In incomplete learning, a preliminary classifier is trained on only the labeled examples. The preliminary classifier is used to label the remainder of the dataset
and the entire dataset is then used to train a final classifier [10]. In contrast,
semi-supervised learning makes no attempt to assign labels to unlabeled examples. Instead, the unlabeled examples are used to learn the characteristics and
distribution of the input space. This strategy relies on assumptions about the
input space, such as the assumption that input datapoints fall into learnable
clusters or that input datapoints can be approximated in a lower-dimensional
space.

While weakly and semi-supervised learning have been employed successfully
for some semantic segmentation tasks, they are not universally successful: weakly
supervised learning fails when the preliminary classifier mislabels a significant
portion of the unlabeled examples in the initial training dataset [10]. It has also
been shown that there are scenarios in which semi-supervised learning based on
the cluster assumption fails to derive any benefit from unlabeled examples [7].
1.2

Style Transfer

This paper proposes a third strategy for leveraging unlabeled training data for
image segmentation tasks: style transfer. Style transfer is the process of recomposing an image with the texture, coloration, and other stylistic elements of a
second image. Style transfer has already been used in medical image processing.
Wolterink et al. , for example, showed that deep-learned style transfer could be
used to generate synthetic CT images from real MR images [9].
One can imagine a system in which a style transfer algorithm is used to
transfer the style of unlabeled images to those of unlabeled images within the
same dataset, thereby creating variants of labeled images that capture the visual
style of the unlabeled data while retaining the labels of the labeled data, as
illustrated in Figure 2. To the best of our knowledge, however, no existing work
demonstrates the ability of style transfer to leverage unlabeled training data
in segmentation tasks in this a manner. This may be a result of the fact that
until recently, style transfer was dependent on paired training data [11]. In other
words, when training a style transfer algorithm to convert images from style A
(for example, MR images) to images of style B (CT images) it was necessary
to provide a set of ordered pairs {(A1 , B1 ), (A2 , B2 ), (A3 , B3 ), ...(Ak , Bk )} such
that every MR image Ai had a corresponding CT image Bi with a pixel-to-pixel
correspondence: The CT image would have to have the same subject, scale,
position, and orientation as the MR image. For CT to MR image style transfer
it is possible to meet the requirement for a pixel-to-pixel correspondence by
registering a CT image to the coordinate space of a corresponding MR image.
The relationship between a labeled example and an unlabeled example from the
same dataset, however, is not known a priori, so it is not trivial to transform
the unlabeled example to have a pixel-to-pixel correspondence with the labeled
example.
1.3

Cyclic Generative Adversarial Neural Networks

Generative adversarial neural networks (GANs) were first described by Goodfellow et al. [2] as tools for deep-learned image synthesis. Cyclic generative
adversarial neural networks (CycleGANs) [11] are an extension of GANs for the
purpose of style transfer. A CycleGAN consists of two complementary GANs
trained in tandem under a single loss function. One GAN learns a mapping
F : A → B, while the other learns an inverse mapping G : B → A. The
loss function contains a “cycle consistency” term that enforces the constraints
F (G(b)) ≈ b and G(F (a)) ≈ a [11]. The cyclic nature of CycleGANs gives them

Fig. 2. The novel workflow for learning image segmentation that is introduced by this
paper. (a) The training data consists of many example images, but only one is labeled
with a corresponding ground truth segmentation. This image is known as the reference
image. (b) Each unlabeled image is paired with the reference image. Each pair is used
to train a cyclic generative adversarial neural network (CycleGAN). The CycleGANs
are used to generate a synthetic image that has the vascular structure of the reference
image, but other visual characteristics, such as texture and color, that mirror those of
the particular unlabeled image that was used to train the network. (c) The synthetic
images are paired with the ground truth segmentation of the reference image. These
pairs are used to train a fully convolutional neural network.

ability to learn from unpaired data; no pixel-to-pixel correspondence is required
between examples from set A and examples from set B.
This paper presents a method for the generation of synthetic training examples with CycleGAN-based style transfer. The synthetic examples incorporate
the style of the unlabeled examples in the dataset while retaining the vascular
structure of a labeled reference image. This paper further shows that synthetic
images generated from a single reference image and its associated ground truth
segmentation are sufficient to train a fully convolutional neural network for retinal vessel segmentation.

2

Methods

This paper presents a three step process for deep learning segmentation from
a single ground truth segmentation: (i) An initial dataset is assembled. This
dataset consists of a single labeled example and many unlabeled examples.
(ii) The dataset is augmented with synthetic images that are generated by CycleGANs. (iii) The synthetic images are paired with the ground truth segmentation
from the initial dataset, and this synthetic dataset is used to train an FCNN.
This process is summarized in Figure 2.

2.1

Generating Synthetic Images

A single image and its corresponding ground truth were selected from the training dataset to serve as a reference for synthetic image generation. The goal of
synthetic image generation was to generate variants of this reference image that
retained the vascular structure of the reference while adopting the color and
texture features of the unlabeled images. The reference image and all unlabeled
images were divided into regularly-spaced 64 × 64 pixel patches with an isotropic
stride of 64 pixels. These patches were used to train CycleGANs. We reused the
original CycleGAN implementation by Zhu et al. [11] without modification.
One CycleGAN was trained for each unlabeled image. Given a labeled reference
image L and a set of unlabeled images {U1 , U2 , U3 ..., Uk }, the i-th CycleGAN
was trained to learn a conversion between the set PL of image patches from L
and the set PUi of image patches from Ui . Each network was trained for 200
epochs. Once trained, each network was used to generate a single synthetic image: patches from the reference image were supplied to the CycleGAN to be
converted to the style of the unlabeled image. The result was the final synthetic
image. This synthetic image generation process is summarized in Figure 3.
2.2

Training the Fully Convolutional Neural Network

A fully convolutional neural network was implemented using the U-Net architecture described by Ronneberger et al. [5]. The network was trained on the
synthetic images generated by the CycleGANs as described in Section 2.1. As
the U-Net is a supervised learning model, each of the synthetic images needed to
be paired with a ground truth segmentation. As the synthetic images retained
the vascular structure of the single labeled reference image, they were all paired
with that same ground truth segmentation (Figure 2). To make training computationally tractable, a patch-based approach was used. The training images
were divided into regularly-spaced 64 × 64 pixel patches with an isotropic stride
of 64 pixels, which were fed to the FCNN. The U-Net was trained by stochastic gradient descent with a mini-batch of size 64. A weighted cross-entropy loss
was used, with the class weight of the vessel class set to ten times that of the
background class to address the class imbalance inherent to the training dataset.
The learning rate was initially set to 10−4 and was adjusted as needed during
training by the Adam optimizer. The network was trained for 150 epochs, by
which point the training process had reached convergence.
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Results and Discussion

The DRIVE dataset [8] consists of 40 retinal images, each with two corresponding
ground truth segmentations prepared by two different physicians. Images 1–20
of the dataset were used for training and images 20–40 were used for testing.
Only one of the two ground truth segmentations provided for each image was
used; the other was discarded.

Fig. 3. Representative examples of synthetic images generated by the CycleGANs.
Each row corresponds to a single CycleGAN. A given CycleGAN was trained on the
labeled reference image (left) and one of the unlabeled images (middle). The trained
CycleGAN was used to generate a synthetic image (right). As the synthetic images
were built with a patch-based strategy, the borders between neighboring patches are
visible. These border artifacts do not hinder the downstream training of the FCNN,
however, as the synthetic images are re-divided into patches along the same seams
before being used for training.

Twenty synthetic images were generated by the procedure described in Section 2.1. The training for each CycleGAN required between six and ten hours.
Over the entire dataset of 20 images, this amounted to approximately 160 hours.
Of the generated images, seven were failure cases in which the foreground and
background regions of the image were reversed, as shown in Figure 4. These failure cases were identified programmatically by calculating the mean squared error
of the synthetic image relative to the reference image. All such failure cases were
then discarded. Figure 3 shows representative examples of generated synthetic
images that were not discarded.
Three FCNNs were trained: (i) one that was trained on 20 DRIVE training
images labeled with corresponding ground truth segmentations; (ii) one that was
trained on 13 synthetic images generated from CycleGANs that were trained on
a single labeled DRIVE training image and 20 unlabeled images (as described
in Section 2.1); and (iii) one that was trained on a single DRIVE training image
and its corresponding ground truth segmentation. The same network structure
and hyperparameters were used for all three FCNNs, and all three networks were
trained until convergence. For networks (i) and (ii), this required 150 epochs over

(a)

(b)

Fig. 4. A failure case of the synthetic image generation process. (a) The reference image used to train the cyclic generative adversarial neural network (CycleGAN). (b) The
synthetic image generated by the CycleGAN. In the synthetic image, background regions from the reference image have been replaced with a foreground texture, and
foreground regions have been replaced with a background texture. Synthetic images
such as this were detected programmatically and excluded from subsequent steps.
Training Dataset
20 Ground Truths
1 Ground Truth + 20 Synthetic
1 Ground Truth

Sensitivity
0.60 ± 0.10
0.62 ± 0.10
0.86 ± 0.04

Specificity
0.98 ± 0.01
0.95 ± 0.01
0.53 ± 0.06

Accuracy
0.94 ± 0.01
0.93 ± 0.02
0.56 ± 0.05

Table 1. The segmentation accuracy of an FCNN (specifically a U-Net) trained on
three different sets of retinal images: (i) all 20 training examples from the DRIVE
dataset and their corresponding manually crafted ground truth segmentations, (ii) a
single training example from the DRIVE dataset and its corresponding manually
crafted ground truth segmentations, and (iii) 20 synthetic retinal images generated
from a single labeled example from the DRIVE dataset with the use of CycleGANs.
Each network was evaluated on all 20 testing images from the DRIVE dataset.

three to four hours. Network (ii) additionally required 160 hours of training time
for the generation of synthetic images as described in Section 2.1. For network
(iii), training required 2000 epochs over approximately thirty minutes.
The three FCNNs were evaluated on all 20 testing images from the DRIVE
dataset. The segmentations that they produced were compared to the corresponding ground truth segmentations in terms of sensitivity, specificity, and accuracy, as is shown in Table 1. Representative outputs from each of the FCNNs
are shown in Figure 5. Network (i) produces the most accurate segmentations
(Figure 5b). Network (ii) produces segmentations of a slightly lesser quality (Figure 5c). It tends to have a higher rate of false positive detection, especially near
the periphery of the field of view.
Although networks (i) and (ii) have similar performance, it could be argued that this is a result of circumstance: If the particular template image that

(a)

(b)

(c)

(d)

Fig. 5. (a) The ground truth segmentation provided by a physician rater. (b) The
result of training a fully convolutional neural network with 20 ground truth segmentations. (c) The result of training a fully convolutional neural network with one ground
truth segmentation and synthetic data generated by the CycleGANs. (d) The result of
training a fully convolutional neural network with only one ground truth segmentation.

was chosen to generate the synthetic images was unusually characteristic of the
dataset as a whole, that template image alone might be sufficient to learn semantic segmentation. In such a scenario, the addition of synthetic images generated
by CycleGANs might provide minimal or even no additional benefit. To test this
theory, we used network (iii), which was trained only on the template image that
was used to produce synthetic images and not on the synthetic images themselves. Network (iii) appears to correctly identify many blood vessels, but also
has a high false positive rate (Figure 5d). This is likely the result of overlearning–
the patterns FCNN learned from a single training image failed to generalize to
the set of testing images. The poor performance of network (iii) demonstrates
that a single annotated example is insufficient to train an FCNN to segment
retinal blood vessels.

4

Conclusion

The state-of-the-art techniques for semantic segmentation depend on supervised
learning and are therefore limited by the availability of labeled data. Labeling
training examples with ground truth segmentations is time and labor intensive,
and as a result many datasets exist where only a fraction of the total examples are labeled. While there are already methods for using the information in
unlabeled examples, including weakly supervised learning and semi-supervised
learning, they are not universal solutions. The generation of synthetic examples with CycleGANs has the potential to be another tool for leveraging the
information contained within unlabeled data.
The use of CycleGANs to generate synthetic training data is not without
its drawbacks: Most notably, training a set of CycleGANs with the process described in this paper is orders of magnitude slower than training the final FCNN.
We suspect, however, that further improvements to the training pipeline could
dramatically reduce training time. For example, rather than training a fresh CycleGAN for each unlabeled image in the dataset, it may be possible to pretrain a
CycleGAN with the first few unlabeled images in the dataset and then fine-tune
the weights of the final layers of the generative networks within the CycleGAN
for each of the remaining unlabeled examples within the dataset. We plan to
investigate such improvements in future work.
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