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Abstract. Annotating large collections of medical images is essential
for building robust image analysis pipelines for different applications,
such as disease detection. This process involves expert input, which is
costly and time consuming. Semiautomatic labeling and expert sourcing
can speed up the process of building such collections. In this work we
report innovations in both of these areas. Firstly, we have developed an
algorithm inspired by active learning and self training that significantly
reduces the number of annotated training images needed to achieve a
given level of accuracy on a classifier. This is an iterative process of
labeling, training a classifier, and testing that requires a small set of labeled images at the start, complemented with human labeling of difficult
test cases at each iteration. Secondly, we have built a platform for large
scale management and indexing of data and users, as well as for creating
and assigning tasks such as labeling and contouring for big data medical
imaging studies. This is a web-based platform and provides the tooling
for both researchers and annotators, all within a simple dynamic user
interface. Our annotation platform also streamlines the process of iteratively training and labeling in algorithms such as active learning/self
training described here. In this paper, we demonstrate that the combination of the platform and the proposed algorithm significantly reduces
the workload involved in building a large collection of labeled cardiac
echo images.

1

Introduction

Over the last few years machine learning has found its way to many real-world
applications. In certain tasks, it has enabled machine performance at or even
above human level. However, to build robust and accurate machine learning solutions, large amounts of data need to be curated and labeled. While in many
applications, such as image and speech recognition, large collections of labeled
data can be easily obtained through crowd-sourcing over the Web, in the medical domain the situation is different. Although it is becoming clear that machine
learning can aid clinicians to provide accurate diagnosis faster than before, the
penetration of machine learning into the medical field has been hampered due
to lack of high-quality labeled data. Since medical data is collected in the course
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of routine clinical practice and cannot leave secure networks due to privacy regulations, its availability is limited. In addition to that, medical data needs to
be labeled by experts, but expert resources are scarce and costly. Some of these
problems were tackled in [2, 8] through expert and crowd-sourcing in the context of computer-assisted minimally-invasive surgery (MIS) and image modality
detection. Other solutions have been proposed in the form of utilizing accompanying text sources to establish weak preliminary labels for the data [3].
In this paper, we take a general approach for expert-sourcing and introduce
two complementary solutions to address the problem of labeling large collections
of medical images. Firstly, we have developed a semi-supervised algorithm to
reduce the number of expert-labeled samples needed to achieve a certain level
of classification accuracy. This solution combines active learning [7] and self
training [9]. Regardless of the classifier of choice, our algorithm improves the
efficiency of data preparation.
Secondly, we built a web-based platform for user and data management that
allows contouring and labeling of anonymized data through remote browsers,
while the data remains at the clinical repository. This platform can be deployed
on any server that stores medical data, and allows researchers to log in and
create collections, labeling/contouring task templates, and assign them to users.
Medical images are stored in a database structure that allows search and retrieval
across labels and patient attributes for building and managing training and
testing sets for machine learning.
We describe these two contributions in the context of two different experiments. In the first experiment, we use a convolutional neural network (CNN) for
automatic labeling of ultrasound images for mode. In the second example, we use
a support vector machine (SVM) to classify patients for presence and severity
of aortic stenosis based on automatically extracted archival features. We show
that one can significantly reduce the amount of data needed to be labeled by
clinicians without compromising the accuracy, by implementing the proposed
algorithm of semi-automatic labeling using our platform.

2

Semi-automatic Labeling

Active Learning is a semi-supervised approach in machine learning that addresses
the problem of labeling big datasets while reducing manual labeling effort. It
is based on an iterative process of training, prediction, and samples selection
for manual labeling [7]. In active learning only manually labeled data is used
to train a classifier. Self-training is another approach in which a classifier is
trained on classifier-labeled data. In this section, we introduce an algorithm
that is based on these two approaches and uses all the available data to achieve
high classifier accuracy while dramatically reducing manual labeling effort. The
platform introduced in Section 3 is an inseparable part of this process, as it
streamlines the labeling process and makes it very efficient.
Our starting point is a small set of labeled images D0 = {(xi , yi )|i = 1, . . . , N0 }
where N0 is the number of samples, and yi is the label of sample xi . We first
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train a classifier using D0 and produce a model M0 . The model accuracy is
tested in all the steps on a separate and fixed validation set, V. We have a larger
dataset of N1 unlabeled samples, S1 = {(xi , ?)|i = 1, . . . , N1 }. We want to build
an improved classifier using this dataset, without needing to manually label all
the samples.
We start by automatically labeling S1 using M0 , where the outcome is a label
M0 (xi ) = yi and a vector of class likelihoods per sample:
P(yi |xi ) = {P (yi = 0|xi ), P (yi = 1|xi ), . . . , P (yi = k − 1|xi )} ,

(1)

where k is the number of classes in the problem. Then we select a subset
of samples for manual annotation by looking at the class likelihoods. All the
samples with the largest class likelihood below a threshold t ∈ (0, 1), that is,
max(P (yi |xi )) < t, are considered as “hard cases” and selected for manual labeling, while labels with a class likelihood above the threshold are accepted as
correct labels. For each of the hard cases, the predicted label is presented to an
annotator on our annotation platform (Section 3), to accept or change. Once the
manual labeling is completed, all the labels are combined to form a fully labeled
set S1 . Then, we create a new training set D1 = D0 ∪ S1 and produce a learned
model M1 , which is used to label a new set of unlabeled samples S2 .

Fig. 1. The proposed algorithm for semi-automatic labeling based on our web-based
annotation platform.

This process of labeling new sets in a semi-automatic fashion followed by
re-training is repeated every time more data becomes available, or until the
classifier reaches a desired accuracy on the validation set. See Fig. 1 for an overall
description of this methodology. In experiments performed here, we divided all
the available data into batches, and iterated the active learning cycle on the
batches while monitoring the performance on an independent validation set. The
validation set needs to be composed carefully by including equally distributed
representatives from all the classes in the problem. Note that this approach is
not specific to one classifier or another, as long as the classifier in hand provides
class likelihood measures.
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Web-Based Expert Sourcing of Image Annotations

In this section, we introduce the system we have developed for labeling and annotation of medical images on the web. The system addresses two problems in
labeling large collections of medical images. It allows the efficient use of limited
resources through expert sourcing. Secondly, it solves data and user management
issues, allowing multiple annotators for a project, multiple annotations per image, and the ability to index and search across collections and annotations. The
system provides the tooling for different annotation tasks, from image level labeling to object contouring, and is built with three design criteria in mind: flexibility
of user interface in adding new features; scalability across image, tasks, users and
tools dimensions; search capabilities across all labels, users, and task templates
through indexing. In fact the main distinguishing factor of this system compared
to some of the previous efforts in annotation through web browser such as [5] is
an extensive machinery for data and user management that allows for streamlined use of data in machine learning algorithms, such as the active learning/self
training process described in the previous section.
The platform is comprised of a user interface supported by three main backend modules:
1. User management: Provides the tools needed to register users in a database,
control access to specific images and collections. Information about the annotators’ expertise is also registered to allow for algorithmic matching of
annotators to tasks.
2. Collections management: A collection is modeled as a set of images with their
meta data, along with a task, and list of annotators. Our data model for a
collection can handle multiple annotators across tasks, multiple annotations
for the same attribute by different annotators for cross-validation, as well as
one image as part of many collections. Collections only index the web address
of anonymized images that are served through a secure HIPPA-compliant
server. Collections and the annotations are also indexed in a database that
allows search and retrieval across different image and label attributes such
as mode, modality/specialty, and annotated clinical features.
3. Annotations management: Supports all the operations of defining annotation
tasks, assigning annotators to collections based on their expertise, and tracking work progress by providing annotation completeness reports. The task
and assignments per collection are also stored in the collections database.
The process of task and collection assignment to annotators is done by authorized administrators, who have access to the image archive and the user
database. User interfaces are built to support all these operations.
The flexibility of task building is obtained through a toolkit that allows a user
to build a template. The template defines the type of task (such as contouring,
labeling, measurement recording) and also the tools needed for performing the
task. The user interface automatically interprets the template and shows the
right tools and forms with the assigned collection of images. An example is
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Fig. 2. User interface of our web-based annotation tool. This page is preceded by a user
login, and task desktop for users. Toolbar (1) provides some common drawing tools with
zooming and panning abilities. Green frames (2) indicate the annotated images. Blue
frame (3) indicates the selected image. Red frame (4) indicate the image which has not
been annotated yet. Annotation template (5) is used to set and save the annotation
values and is supported by a task-specific template generating pipeline. Statistical
frame (6) gives some key information to the user about status of the annotation task.
Such as, number of total and annotated image counts and allows the user to navigate
through the entire collection, or change the arrangement/number of images on page.

shown in Fig. 2. In the example, users are expected to mark keypoint and draw
a number of contours. The main features of the UI are described in Fig. 2.

4

Combining the Platform and Algorithm: Use Cases

In this section we demonstrate the use of the proposed algorithm and the developed platform on two use cases with different classifiers. The first example
is built upon a convolutional neural network (CNN), while the second is built
upon a support vector machine (SVM) classifier.
4.1

Mode labeling in cardiac echo

In a cardiac echo exam, sonographers collect images of a variety of modes. Ultrasound mode in not always recorded in the DICOM header, but it needs to be
detected for further analysis by systems that perform archival analysis of medical images such as [6]. The first use case described here is the task of building a
convolutional neural network that classifies a given image in one of six possible
modes. These are B-Mode, M-Mode, PW-Doppler, CW-Doppler, Color-Doppler,
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text-panels (Fig. 3). We started with a dataset of 980 images labeled by clinicians. This dataset was used to generate the initial learned model by training
AlexNet [1] after reducing the number of network outputs to 6. The network was
trained for 30 epochs with a batch size of 128 images, and was validated on a
dataset of 3502 samples pre-labeled by clinicians.

Fig. 3. Top image: Ultrasound mode labeling using our web-based platform. The annotator views the images, and label them by selecting the correct label from the top
right menu and saving. Bottom image: The 6 classes in our problem. From left to right:
B-mode, M-mode, PW-Doppler, CW-Doppler. color-Doppler, and text-panel.

4.2

Disease/healthy labels for cardiac echo images

A second experiment was performed for the task of classifying patients for the
presence of aortic stenosis, based on noisy measurements of maximum blood flow
velocity and pressure gradient through the aortic valve, extracted from archival
sources and automatic analysis of CW Doppler images. In our experiment, the
described annotation platform was used for clinicians to examine CW Doppler
images and label them for presence of aortic stenosis as the ground truth label for
the patient. The classifier used in this experiment was a binary SVM, trained
on a nine dimensional feature vector similar to the one described in [6]. 900
cases where available for the training phase of this experiment, along with an
additional 100 cases solely used for testing. The SVM model was initially trained
on 5 cases and data was added in batches of size 20.

5
5.1

Results
Ultrasound mode classification

The measured accuracy of the initial network trained on 980 manually labeled
samples was 85.6% when tested on the independent validation set. We performed
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4 iterations of semi-automatic labeling on equal size datasets consisting of 2060
images each. In each iteration we followed the steps described in Section 2. That
is, we automatically labeled one batch of 2060 images using the model produced
in the previous iteration. Then, we selected for manual labeling the samples with
class likelihood of less than 0.9, and accepted the labels with likelihood above
that threshold. Manual labeling was performed using our web-based platform
where the images were organized in single label collections based on the network prediction. This way of organizing the data helped make manual labeling
more efficient, as the annotator could quickly go through the images and relabel only the misclassified ones. After all the misclassification of hard cases were
corrected, we formed a new training set by combining the new labeled samples
(both hard cases and network-labeled cases) with the training set from the previous iteration, and retrained the network. This process was repeated until all 4
datasets were labeled. As shown in Fig. 4, after retraining with the first set of
semi-automatically labeled samples, the classifier reached an accuracy of 97.4%
that stabilized at 98% after the third labeling iteration. Moreover, the number
of samples selected by the class likelihood criterion for manual labeling dropped
dramatically from around 36% (771 samples) at the first iteration, to around
4% (85 samples) at the last iteration. Thus, by using this approach we reduced
the labeling workload by a factor of 25 without compromising the accuracy. For
reference, we compared the likelihood-based sampling strategy to random sampling at a constant rate of 25%. Our strategy outperformed random sampling
and converged to a higher classifier accuracy with less manual labeling effort.

Fig. 4. Semi-automatic labeling with likelihood-based sampling vs. random sampling.
Left figure: The CNN model accuracy as a function of the number of training samples.
In random sampling the classifier accuracy converged to 97.6% vs. 98% in our approach.
Right figure: The percentage of manually labeled samples in each iteration based on
our selection criterion. The manual labeling rate using likelihood dropped from 100%
in the initial set to only 4%.
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Aortic stenosis detection

In the second experiment, the initial accuracy of stenosis detection for the classifier was 72%. We witnessed that after reaching 200 training samples, the classification accuracy saturated at 93%. We compared this trend with labeling and
adding training data randomly without considering class likelihoods produced by
the classifier. The same level of accuracy was achieved only after all 900 samples
were labeled and included in training. In other words, the proposed algorithm
reduced the labeling effort by 78%.

6

Conclusions

In this paper we introduced two innovations to address the problem of annotating
large collections of medical images. We introduced an iterative semi-automatic
image annotation approach that uses the web-based platform to reduce manual
labeling effort by using a trained classifier. We demonstrated this approach on
ultrasound mode labeling and achieved a classifier accuracy of 98% while reducing the manual labeling effort to 4% of an unlabeled samples set. We also
introduced a web-based platform for expert sourcing of annotation tasks. This
is built upon a comprehensive system for users, image collections, and annotations management to streamline machine learning studies of the type described
here. Note that the algorithm and the platform described here are not limited
to image labeling. For example, one can use a classifier like U-Net [4] to perform
segmentation, and use our platform for expert feedback on selected samples before retraining the classifier. This and other use cases are currently under study.
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